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Abstract

A well-known problem in event-based models of distributed computations is the amount and
complexity of behavioral information. Event abstraction can be used to reduce the apparent
complexity of a computation. Four aspects of event abstraction are studied: a model describ-
ing primitive behavior, a formalism for specifying abstract behavior, abstract descriptions of
behavior, and veri�cation of primitive or abstract descriptions against speci�ed behavior.

This paper discusses the issues involved in each of these four aspects, presents basic results,
and identi�es remaining problems.

Key words: event abstraction { causality { partial order { (reversed) vector time { partially
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1 Introduction

The most important barriers to understanding distributed applications are complexity, concurrency,
and inherent non-determinism. Many applications involve a large number of machines, processes,
and events. The communication pattern is often irregular and complex. Concurrency causes the
set of events in a distributed computation to be only partially ordered. And, due to unknown
communication delays or unreliable communication channels, program behavior may vary for every
execution.

To better understand the behavior of distributed applications, many tools and algorithms have
been developed. To mention just a few of them, one could think of snapshot algorithms [10, 22, 25,
29], predicate-detection algorithms [14], and debugging tools including tools for visualizing behavior
[35], breakpoint facilities [20, 28, 31], and tools for recognizing behavioral patterns [5, 23].

All these tools and algorithms have one thing in common: They use event-based models of
distributed computations. More in particular, they use the causal relationships among events to
extract information that is considered useful. Such causal relationships can be expressed in terms
of precedence. An event might causally precede another, or two events might be unrelated or
concurrent.
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Unfortunately, the number of events and the complexity of the causal relationships often make
the abovementioned algorithms slow and ine�ective. Consequently, obtaining detailed information
about program behavior is a hard and tedious process. A powerful way to reduce the apparent
complexity of a computation and, therefore, improve the process of obtaining behavioral information
is abstraction [7].

This paper discusses one type of abstraction, namely event abstraction. Events are grouped
together into higher-level abstract events, hiding their internal causal structure. Doing so, the pro-
grammer can obtain simpler, abstract views of program behavior, and focus only on information
that is to his or her interest. Of course, the process can be repeated until a desired level of abstrac-
tion is reached. Ideally, a program can be executed or simulated at arbitrary levels of abstraction.
Therefore, if tools for analyzing program behavior are adapted to use abstract descriptions, ob-
taining interesting information becomes faster and less tedious. The idea of using abstraction
and re�nement for analyzing and developing distributed applications, in particular real-time and
embedded applications, is also expressed in [21].

This paper discusses four basic aspects of event abstraction. Section 2 describes primitive
observed behavior in terms of events and causality. Section 3 introduces partially ordered multisets
for specifying abstract behavior. Section 4 describes abstract behavior in terms of vector time and
reversed vector time. Finally, Section 5 applies LR-parsing techniques for verifying primitive or
abstract observed behavior against speci�ed behavior. In Section 6, the results are summarized
and some open problems are pointed out.

2 Primitive distributed computations

A distributed system is a collection of many loosely-coupled machines. These machines do not
share any system resources and are only connected by a communication network. Communication
channels may be lossy and delivery order may or may not be guaranteed.

A distributed program is a set of independent, cooperating program modules. Information
is exchanged by message-passing only. Both synchronous and asynchronous communication are
allowed. For the sake of simplicity, it is assumed that communication is point-to-point. However,
it is straightforward to extend the results to multicast and broadcast schemes.

At runtime, program modules are instantiated as processes which do not share any memory.
To avoid unnecessarily complex formulas, it is assumed that the number of processes is �xed and
known in advance. Each process performs a local computation. A distributed computation is the
collection of all local computations.

The model of computations presented below is based on the notions of actions and primitive
events. Actions can occur more than once during a computation. A primitive event is a unique
occurrence of an action. Primitive events are considered to be atomic. Therefore, a primitive event
is modeled as if it occurred instantaneously.

A distributed computation is modeled by a labeled partial order (E;�;�; �). The set of primitive
events E is partially ordered by the ordering relation � that models causal precedence. The labeling
function � maps events to actions in the alphabet �. The model is based mainly on previous
de�nitions of Mattern [29, 30], Charron-Bost [11, 12], and Fidge [15, 16]. Their de�nitions are, in
turn, based on the \happens before" relation introduced by Lamport [26]. The algebraic structure
underlying the model is Winskel's elementary event structure [36].
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The set of primitive events E is the union of N mutually disjoint sets of events, E0; : : : ; EN�1,
where N is the number of processes. Each of these sets represents a local computation. It is assumed
that E is �nite. Since this paper discusses timestamp schemes, this is not a real restriction: In
practice, only �nite (pre�xes of) computations can be timestamped. The set of process identi�ers,
f0; : : : ; N � 1g, is denoted P.

As mentioned, both synchronous and asynchronous communication are allowed. Every com-
munication is modeled by a send event and a corresponding receive event. The sets of send and
receive events are denoted by S and R respectively. The two sets are disjoint subsets of the set of
events E. A relation � � S � R relates send events to receive events. This relation is left- and
right-unique. Furthermore, it is required that for every receive event in R, there is a corresponding
send event in S. The absence of the converse condition means that messages might be lost or might
still be in transit. A subset of �, �s, denotes the set of synchronous message communications.

For every i 2 P, the set Ei is totally ordered by a relation �i. This models the fact that
processes are sequential. The relation �l is de�ned as the union of all �i. It expresses the local
ordering of events. The precedence relation � that models the causal ordering of events is de�ned
as the smallest re
exive and transitive relation that satis�es the following two conditions.

C1 The relation �l [ � is a subset of �.

C2 For every (s; r) 2 �s and e 2 E n fs; rg, e � s, e � r and s � e, r � e.

Since the restrictions on � do not guarantee the absence of cycles in the precedence relation, the set
of de�nitions given so far models a distributed computation if and only if the precedence relation
is a partial order.

The precedence relation extends the \happens before" relation as de�ned by Lamport [26] to
synchronous communication in a natural way. The condition C2, originally given by Fidge [15, 16],
means that a synchronous communication can be interpreted as if it occurred instantaneously.
Distinguishing a send and a receive event such that the send event precedes the corresponding
receive event conforms to physical reality: a synchronous communication is initiated by one process
and after a small but non-zero delay received by the other. A discussion of other models of
synchronous communication can be found in [3, Section 2.1].

The relation � can be used to express concurrency in a natural way. Two events e0; e1 2 E are
concurrent if and only if e0 6� e1 and e1 6� e0. That is, two events are concurrent if and only if they
are unrelated by the precedence relation.

For many applications in distributed computing, it is useful to have a characterization of causal-
ity. Since the causality structure of a computation is a partial order, it is not possible to use physical
time or any other totally ordered set as a characterization. For this reason, Mattern [29, 30] and
Fidge [16] independently introduced partially ordered vector time. Vector time extends the idea of
logical clocks introduced by Lamport [26].

De�nition 2.1. The function T : E �! INN de�nes a timestamp for every event as follows. For
any event e 2 E and process i 2 P , T:e:i = jfei 2 Ei j ei � egj.

Note that the vector representation of timestamps is possible only because the number of processes
is known. However, vector representation of timestamps is not essential. If the number of processes
is not known, the timestamp of an event can be de�ned as a set of pairs, where each pair consists
of a process identi�er and the corresponding timestamp component [16].
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The following theorems show that vector timestamps characterize causality. For two vectors
t0; t1 2 INN , we de�ne t0 � t1 to mean t0:i � t1:i for all i, 0 � i < N .

Theorem 2.2. For any events e0; e1 2 E, e0 � e1 , T:e0 � T:e1.

Theorem 2.3. For any i 2 P and events e0 2 Ei and e1 2 E, e0 � e1 , T:e0:i � T:e1:i.

A simple proof of these theorems and an algorithmic de�nition of the timestamp function can be
found in [3, Section 2.2].

An example of the assignment of vector timestamps to events is given in Figure 1. For this
example, the validity of the two precedence tests given above is easily veri�ed. The vertical lines
represent processes. Time increases from top to bottom. Events are depicted as dots. The ar-
rows represent the communication relation �. A synchronous communication is represented by a
horizontal arrow.

(1,0,0)

(2,0,0)

(3,0,0)
(2,3,3)

(2,2,2)

(0,0,1)

(0,1,3)

(0,1,1) (0,1,2)

Figure 1: Timestamping events in a distributed computation.

3 Behavioral patterns

3.1 Introduction and related work

This section introduces a formalism for specifying abstract behavior of a distributed program. To be
meaningful in an event-based computational model, the formalism must specify behavior in terms
of activity and causality. Therefore, the notion of behavioral patterns is introduced. A behavioral
pattern is de�ned as a multiset of actions and a set of causal relations among those actions. An
occurrence of a behavioral pattern in a distributed computation, or an abstract event, is a set of
events such that their labeling and causal relationships exactly match the pattern. A particular
pattern can occur several times in a computation. Behavioral patterns can be used to construct a
behavioral abstraction hierarchy. The programmer speci�es one or more behavioral patterns. Sets
of events matching these patterns are grouped together into abstract events, yielding an abstract
view of the computation. The process is repeated until a desired level of abstraction is reached. In
this process, behavioral patterns can be interpreted as high-level actions.

Since the precedence relation in a distributed computation is a partial order, it seems reasonable
to require that the multiset of actions of a behavioral pattern also be partially ordered. In other
words, a behavioral pattern is a partially ordered multiset, or pomset, of actions.

Pomsets [18, 33] are attracting more and more interest in distributed and parallel computing.
The reason being that they model true concurrency, whereas another well-known model for concur-
rency, the interleaving model, does not. Interleaving is a convenient way to incorporate a notion of
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concurrency in the theory of string languages. It is based on the assumption that there exists an
underlying real-time total ordering of events. However, for analyzing causality, the real-time order-
ing of events is usually not very meaningful. The pomset model does not make the assumption of a
real-time ordering and is, therefore, more useful. Pratt discusses the advantages and disadvantages
of both models extensively in [33].

One way of looking at a pomset is to consider it to be a generalization of a string. A string is
nothing but a totally ordered multiset or tomset of symbols taken from some alphabet. This means
that a pomset is just a string in which the total order is relaxed to a partial order. The theory
of strings and their languages has been investigated in great detail (see [27] among others). Finite
representations of several classes of languages have been developed, such as regular expressions and
grammars. Regular expressions have been used to develop speci�cation languages. In addition,
algorithms based on regular expressions and grammars have been developed to decide whether a
string belongs to a given language. Therefore, it seems worthwhile to investigate whether similar
results can be derived for pomset languages, which are sets of pomsets. A �nite representation
of pomset languages, similar to regular expressions, can be the basis for a language to specify
behavioral patterns. Algorithms that are able to decide whether a pomset belongs to a given
pomset language can be used to develop a tool for recognizing occurrences of behavioral patterns
in a distributed computation.

Many di�erent speci�cation languages based on regular expressions have been developed for
many di�erent purposes [6, 8, 9]. However, none of them include true-concurrency operators. In
[23], Hseush and Kaiser propose Data-Path Expressions, that do include operators modeling true
concurrency. Although the authors do not mention it explicitly, the model underlying Data-Path
Expressions is the pomset model.

There are two more papers that are important in the context of specifying behavioral patterns.
Both the papers of Miller and Choi [31] and Haban and Weigel [20] describe how behavioral ab-
straction can be used to incorporate breakpoints in a distributed debugging environment. However,
the sets of operators they introduce are di�erent from the set of operators used to build regular
expressions. Consequently, there does not exist a straightforward interpretation of their speci�ca-
tions in terms of language theory. This complicates reasoning about the recognition of occurrences
of patterns.

3.2 Pomset language theory

This subsection gives an introduction to the fundamentals of pomsets and their languages. The
theory is developed analogously to the theory of string languages [27]. Based on the de�nition of
pomsets, formal de�nitions of behavioral patterns and abstract events are given.

De�nition 3.1. A 4-tuple (V;�;�; �) is a labeled partial order, or lpo, if and only if (V;�) is a
partial order and �, the labeling function, is a mapping from V to �.

Two lpos M0 = (V0;�;�0; �0) and M1 = (V1;�;�1; �1) are said to be isomorphic if and only
if there is a bijective function � : V0 �! V1 that preserves ordering and labeling. That is, for
any u; v 2 V0, u �0 v , �:u �1 �:v and �1:(�:u) = �0:u. A pomset is the isomorphism class of
some lpo. Square brackets are used to denote pomsets. For example, [V0;�;�0; �0] is the pomset
corresponding to M0.

The set of all pomsets over alphabet � is denoted by �z. This corresponds to the notation used
by Pratt [33]. Unless explicitly de�ned otherwise, the point set, alphabet, ordering relation, and
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labeling function of some lpo or pomset M are denoted by VM , �M , �M , and �M respectively.
The notation " is used to denote the special pomset [;;�; ;; ;], for any alphabet �. Note that this
corresponds to the notation traditionally used for the empty string. The notation uA is used to
denote the unit pomset (fxg;�; f(x; x)g; f(x;A)g), for any A in some �.

At this point, it is possible to formally de�ne the notions of behavioral patterns and abstract
events, which are occurrences of behavioral patterns. Let (E;�;�; �) be the labeled partial order
representing a distributed computation. Using the de�nition above, a behavioral pattern is a pomset
over �. An occurrence of a behavioral pattern M is a non-empty set of primitive events A such
that [A;�;�j�(A� A); � j�A] =M , where f j�D denotes the restriction of function f to domain D.

In order to construct new pomsets from other pomsets and, subsequently, new pomset languages
from other pomset languages, the following two operators on pomsets are introduced.

De�nition 3.2. Let M0 = [V0;�0;�0; �0] and M1 = [V1;�1;�1; �1] be pomsets. Without loss
of generality, it is assumed that V0 and V1 are disjoint. Pomset [V2;�2;�2; �2] is the sequential

composition of M0 and M1, denoted M0M1, or sometimes M0;M1, if and only if V2 = V0 [ V1,
�2 = �0 [ �1, �2 = �0 [ �1 [ V0 � V1, and �2 = �0 [ �1.

Pomset M2 is the concurrent composition of M0 and M1, denoted M0&M1, if and only if
V2 = V0 [ V1, �2 = �0 [ �1, �2 =�0 [ �1, and �2 = �0 [ �1.

An example of the use of these two operators is shown in Figure 2. In terms of distributed com-
puting, sequential and concurrent composition model precedence and concurrency respectively.

=

A AC

CB

;

BA

&

C

A C

=

C

B A C

AA

C

B

CA

Figure 2: Sequential and concurrent composition of pomsets.

The two operators de�ned above yield an important class of pomsets, called series-parallel

pomsets. Gischer [18] de�nes this class as the smallest set of pomsets that contains the empty
pomset " and all unit pomsets, and is closed under the two composition operators.

The composition operators can easily be translated to equivalent operators on pomset languages.
In addition, three new operators on pomset languages are introduced.
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De�nition 3.3. Let L; L0 and L1 be pomset languages over alphabet �. Sequential composition
L0;L1 = fM0M1 j M0 2 L0 ^M1 2 L1g; concurrent composition L0&L1 = fM0&M1 j M0 2 L0 ^
M1 2 L1g; choice L0 + L1 = L0 [ L1; sequential closure L� = f"; L; LL; LLL; :::g; concurrent
closure Ly = f"; L; L&L; L&L&L; :::g. The unary operators have the strongest binding, followed
by ;, &, and +.

The set of operators on pomset languages de�ned so far is su�cient to generalize the notion of
regular expressions to concurrent regular expressions. Each concurrent regular expression de�nes
a unique pomset language. The mapping from concurrent regular expressions to pomset languages
is straightforward and, therefore, omitted.

De�nition 3.4. The set of concurrent regular expressions over an alphabet � is a subset of the
strings over the alphabet � [ f(; ); ;; ; ;&;+; �; yg. Let � and 
 be concurrent regular expressions.
The string � is a concurrent regular expression if and only if � = ;, � 2 �, � = (�; 
), � = (�&
),
� = (� + 
), � = ��, or � = �y.

The class of pomset languages de�ned by concurrent regular expressions is called the class of regular
pomset languages. This class is a strict superset of the class of languages de�ned by regular expres-
sions. Note that by de�nition, a regular pomset language only contains series-parallel pomsets.

The following pomset, de�ned by Grabowski [19] and Gischer [18], plays an important role
in the theory of pomset languages. De�ne N as the irre
exive pomset [VN; fAg; <N; �N], where
VN = f0; 1; 2; 3g, <N= f(0; 2); (0; 3); (1; 3)g, and �N:v = A, for all v 2 VN. This pomset gets its
name from its shape that resembles an uppercase \N" (see Figure 3).

A

0
A

1

3
AA

2

Figure 3: Graphical representation of the pomset N.

A pomset is said to be N-free if and only if it does not have N as a subpomset (possibly after
relabeling). This yields the following theorem. The proof is fairly elaborate and can be found in
[18]. A similar result is proven in [19].

Theorem 3.5. A �nite pomset is series-parallel if and only if it is N-free.

This theorem yields that a pomset language is regular if and only if all its elements are N-free. The
class of regular pomset languages is a strict subset of the class of all pomset languages.

It is not yet clear what the consequences of this theorem are for the expressiveness of spec-
i�cation languages based on concurrent regular expressions. In a distributed computation, an
asynchronous message communication typically creates a causal pattern like the pomset N. The
literature describes only very little experience with such languages [32]. It might be necessary to
extend the pomset formalism with a new operator that takes four pomsets as an argument and joins
them into one pomset having the structure of the pomset N. Pratt [33] de�nes such an operator.
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The reason for not discussing this operator in this section is that it is not clear whether it is really
necessary to extend the formalism for the purpose of event abstraction. There might be other useful
extensions. Furthermore, adding an operator complicates the recognition of pomset languages as
discussed in Section 5.

4 Abstract events and causality

In the previous section, a condition is given that a non-empty set of primitive events must satisfy
to form a �rst-level abstract event. The set of events fully describes the abstract event. More in
general, in a true hierarchy of descriptions of program behavior, an abstract event is described
uniquely by its constituents in the previous level. However, to avoid recursive de�nitions, in the
remainder, abstract events are usually represented by sets of primitive events. Only when necessary
is explicitly referred to elements of an abstract event in the level below. For this purpose, the term
\constituent" is used exclusively.

The set of abstract events is not the only part of an abstract description of program behavior.
Another important part is a de�nition and representation of causality among abstract events.

4.1 A de�nition of causality

As for primitive events, the causality structure is de�ned by a precedence relation. For reasons of
mathematical and practical convenience, this relation preferably has the same structural properties
as the precedence relation on primitive events, i.e., it is a partial order. There are two obvious
possible ways to de�ne precedence.

The �rst possibility is to specify that an abstract event A precedes an abstract event B if and
only if every event in A precedes every event in B. This de�nition has one advantage: It guarantees
anti-symmetry and transitivity. Taking the re
exive closure yields a precedence relation on abstract
events that is a partial order. However, it also has two important disadvantages. First, it does not
conform to the intuitive meaning of concurrency. Concurrency between primitive events is de�ned
as being unrelated by the precedence relation. If the same de�nition is used for abstract events, two
abstract events can be concurrent while some primitive events in one abstract event precede some
primitive events in the other. Second, this de�nition of precedence is too restrictive to be useful.
Many abstract events will be unrelated. This means that in the �rst level of abstraction almost
all structure will be lost. Higher levels of abstraction are likely to contain only unrelated events.
This defeats the purpose of behavioral abstraction, which focuses on causal relations among events.
Universal quanti�cation seems to be too strong a requirement.

The second possibility is to specify that an abstract event A precedes an abstract event B if
and only if there exists an event in A that precedes at least one event in B. Intuitively, this is also
a meaningful de�nition, since at least part of A happens before B is completed. This de�nition has
one important disadvantage: in general, the precedence relation on abstract events is no longer a
partial order. The relation usually is neither anti-symmetric nor transitive. An advantage is that
concurrency conforms to its intuitive meaning. Two abstract events A and B are causally unrelated
if and only if every event in A is causally unrelated to every event in B. An additional advantage is
that abstract behavior maintains a lot of the structure of underlying levels of description. Although
this choice does, in general, not yield a precedence relation which is a partial order, it seems to be
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the only one that is practically both meaningful and useful. Therefore, precedence among abstract
events is formally de�ned as follows.

De�nition 4.1. For abstract events A and B, A � B , (9 a; b : a 2 A ^ b 2 B : a � b)

4.2 Timestamping abstract events

It seems a logical choice to investigate the use of vector timestamps to represent causality among
abstract events. The goal is to derive precedence tests similar to those for primitive events. Since
the precedence relation on abstract events is not necessarily a partial order, two approaches are
possible.

The �rst approach is to restrict the structure of abstract events in such a way that the prece-
dence relation is guaranteed to be a partial order, and then to try to timestamp these restricted
abstract events in a meaningful way. This is the approach taken by Cheung [13], Summers [34],
and Kunz [24]. Unfortunately, imposing structural requirements that guarantee transitivity and
anti-symmetry either makes the resulting abstractions di�cult to manage or severely limits their
expressiveness. The second approach is to allow more 
exible abstract events and, and then to try
to derive general timestamp schemes. This approach is pursued in this subsection. Two timestamps
and some precedence tests for arbitrary abstract events are given below.

However, before giving any results, it is important to have criteria to evaluate timestamps and
precedence tests. First, timestamps and precedence tests must be reasonably e�cient in storage
and computation time. That is, storage and computation time must be similar to storage and
computation time needed for determining precedence between primitive events. Second, in a hier-
archy of true abstractions, a representation of causality should not depend on any other levels than
the level immediately below. This means that it must be possible to calculate a timestamp for an
abstract event from the timestamps of its constituents. It also means that precedence tests must
be de�ned in terms of the timestamps in the level being described. If tests depend on lower levels,
determining precedence between two abstract events becomes computationally expensive, because
the abstraction hierarchy must be traversed to a level that contains the desired information.

In the following, the e�ciency of precedence tests is measured by the number of integer compar-
isons. To determine whether an abstract event A precedes an abstract event B, one could simply
check all the primitive events until a primitive event in A is found that precedes a primitive event in
B. If the precedence test of Theorem 2.2 is used, this takes at most jAj � jBj �N integer comparisons.
Obviously, this is not very e�cient. It is also clear that the aforementioned test depends on the
primitive level of the computation. Therefore, it does not satisfy the second criterion for precedence
tests either.

One would expect that it is possible to do better. If abstract events are timestamped in a
meaningful way, it should be possible to reduce the number of integer comparisons and perhaps
make it independent of the primitive level of the computation. However, before a timestamp for
abstract events is given, �rst some auxiliary functions are de�ned.

De�nition 4.2. The location set of an abstract event is de�ned by a function l: : 2E �! 2P as
the set of processes in which the event occurs. For any A � E, lA = fi 2 P j A \Ei 6= ;g.

A property of primitive events that no longer holds for abstract events is atomicity. Consequently,
abstract events have a duration. This is expressed by the following two functions.
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De�nition 4.3. The beginning of an abstract event is de�ned by a function b:c : 2E �! 2E as
follows. For any A � E, bAc = fa0 2 A j :(9 a1 : a1 2 A : a1 � a0)g. The end is de�ned by a
function d:e : 2E �! 2E . For any A � E, dAe = fa0 2 A j :(9 a1 : a1 2 A : a0 � a1)g.

Note that to determine whether an abstract event A precedes another abstract event B, it is
su�cient to consider the beginning of A and the end of B instead of A and B entirely.

De�nition 4.4. The function T : 2E �! INN de�nes the timestamp of an abstract event as
follows. For any A � E, T:A = (SUP a : a 2 A : T:a), where the quanti�er SUP is de�ned as the
componentwise maximum.

It can be shown that this timestamp is an encoding of the end of an abstract event [3]. This means
that it is possible to improve the e�ciency of determining precedence among abstract events.
Furthermore, the associativity of the quanti�er SUP implies that the timestamp of an abstract
event is equal to the supremum of the timestamps of its constituents. The introduction of this
timestamp yields the following precedence test that is a step towards the ful�llment of the two
criteria mentioned earlier.

Theorem 4.5. For abstract events A and B, A � B , (9 a : a 2 bAc : T:a � T:B).

However, this test does still not satisfy the criteria. First, it is still not very e�cient. In the worst
case, the timestamp of every primitive event in bAc must be compared to the timestamp of B,
yielding jbAcj �N integer comparisons. Since the number of processes in the location set of A is
an upper bound for the number of primitive events in the beginning, the maximum number of
comparisons is jlAj �N . Second, precedence cannot be determined without using information from
the primitive level of the computation.

The maximum number of integer comparisons can be reduced if the location set of events is
known.

Theorem4.6. For abstract eventsA andB, A � B , (9 i; a : i 2 P^ a 2 bAc\Ei : T:a:i � T:B:i).

This test is more e�cient than the previous one. In the worst case, the number of comparisons
is jbAcj, which in turn has an upper bound jlAj. However, it still has the disadvantage that it
depends on the primitive level of the computation. There seems to be no obvious way to overcome
this problem within the current framework.

At this point, it is interesting to see that there is an asymmetry in the way the beginning and
the end of the abstract events are used in the two tests above. The beginning of an abstract event
is used explicitly. The end of an abstract event is encoded in its timestamp. In order to resolve this
asymmetry, every event is timestamped a second time. The idea is to �nd a timestamp function
that encodes the beginning of an abstract event. Therefore, the successor relation � is de�ned as
the dual of the precedence relation �. That is, for any e0; e1 2 E, e0 � e1 if and only if e1 � e0.
This leads to the notion of reversed vector time.

De�nition 4.7. The function TR : E [ 2E �! INN de�nes a timestamp in reversed vector

time as follows. For any e 2 E and i 2 P, TR:e:i = jfei 2 Ei j ei � egj, and for any A � E,
TR:A = (SUP a : a 2 A : TR:a).
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The function TR represents for primitive events the set of timestamps that is obtained by applying
a timestamp algorithm for ordinary vector timestamps while traversing event information back-
wards. For abstract events, the reversed timestamp can be calculated from the timestamps of its
constituents. It encodes the beginning of an abstract event in reversed vector time. The beginning
of an abstract event A in terms of ordinary vector time is given by the expression E�TR:A, where
vector E is a constant such that for every i 2 P , E:i = jEij.

In [3], it is shown that reversed vector time yields the following precedence test.

Theorem 4.8. For abstract events A and B, A � B , E � TR:A 6� T:B.

The number of integer comparisons for this test is at most N . Without further knowledge it is not
possible to derive a more e�cient test. Therefore, this is the �rst test that satis�es the two criteria
for precedence tests for abstract events. Figure 4 illustrates this result. Part (a) shows an abstract
event as it is determined by the two times that mark its beginning and end. Part (b) shows two
abstract events A and B, where A � B.

A B

T:B

E � TR:A

T:A

A

E � TR:A

(a) (b)

Figure 4: Precedence among abstract events in terms of vector time and reversed vector time.

If the location set of abstract events is known, one only has to consider components of the time
vectors within the location set of one of the abstract events.

Theorem 4.9. For abstract events A and B, A � B , (9 i : i 2 lA : E:i� TR:A:i < T:B:i),
(9 i : i 2 lB : E:i� TR:A:i < T:B:i)

For these tests, the maximum number of integer comparisons is jlAj and jlBj respectively. This is
similar to the e�ciency of the test given in Theorem 4.6. However, unlike this test, the tests in
Theorem 4.9 are independent of the primitive level of the abstraction hierarchy.

Summarizing, this section presents two timestamps and some precedence tests for arbitrary
abstract events in terms of these timestamps. In [3], these results are further improved and applied
to a subclass of abstract events, so-called convex abstract events. It is beyond the scope of this
paper to discuss these additional results in detail.

11



5 Recognizing abstract events

This section introduces a formalism to decide whether a pomset belongs to some pomset language.
Such a formalism can be the basis for a tool to recognize abstract events in a distributed com-
putation. Observed behavior is matched against speci�ed behavior constructing an abstract view
of the computation. However, there is one important di�erence between recognizing pomsets and
recognizing abstract events. Recognizing abstract events means recognizing subpomsets embedded
in a larger pomset. Although this is a very important issue, the complexity of the problem is a
reason to separate the two problems of recognizing pomsets and subpomsets, and so this section
discusses the recognition of pomsets. The analogy with language theory suggests the following two
approaches: the automata-theoretic approach and the parsing approach.

Bates [4] describes an automata-theoretic model for recognizing abstract events, called shu�e

automata. However, shu�e automata are not useful for our purposes. First, they cannot be used to
recognize true concurrency. Only the interleaving, or shu�e, of events can be recognized. Second,
the ordering imposed on events is temporal instead of causal and, therefore, not very meaningful
for analyzing causality. Third, like ordinary �nite-state automata, shu�e automata can be non-
deterministic. Obviously, a deterministic recognition algorithm is preferred.

Hseush and Kaiser [23] introduce another class of automata, called predecessor automata. For
specifying behavioral patterns, they use Data-Path Expressions which are essentially the same as
concurrent regular expressions. Therefore, predecessor automata seem useful for recognizing ab-
stract events. However, the formalism of predecessor automata is very complicated, particularly
the construction of compact, deterministic automata. Furthermore, the class of languages recog-
nized by predecessor automata is fairly limited. The main reason for this being that the input
to predecessor automata can be ambiguous. A more detailed discussion of predecessor automata
including references to relevant literature can be found in [2, pages 64{67].

Since the results of the automata-theoretic approach are rather disappointing, this section in-
vestigates the parsing approach. In the next two subsections, so-called pomset grammars are
introduced and based on those grammars, pomset LR parsing, or PLR parsing, is described infor-
mally.

5.1 Pomset grammars

In this subsection, some relevant de�nitions concerning grammars are generalized to pomset lan-
guages. Only context-free grammars are discussed, because the purpose of this subsection is to
derive a simple representation of concurrent regular expressions that can be used with parsing
algorithms.

The following de�nition de�nes point substitution on pomsets. Point substitution generalizes
the process of replacing a non-terminal by a string according to a production rule in a derivation
based on an ordinary grammar.

De�nition 5.1. Let M = [V;�;�; �] be a pomset in �z. A point substitution is a function
f that maps points of M to pomsets. Without loss of generality, it is assumed that for every
distinct v0; v1 in V , the sets Vf:v0 and Vf:v1 are mutually disjoint. Pomset M [f ] is de�ned as the
pomset [Vf ;�f ;�f ; �f ], where Vf = ([ v : v 2 V : Vf:v), �f = ([ v : v 2 V : �f:v), �f=
([ v : v 2 V : �f:v)[([ v0; v1 : v0; v1 2 V ^ v0 < v1 : Vf:v0�Vf:v1), and �f = ([ v : v 2 V : �f:v).
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An example of a point substitution is shown in Figure 5. For any pomset [V;�;�; �], point v 2 V ,
and pomset M , the point substitution v := M is the substitution that assigns M to v and leaves
all other points in V unchanged.

A

B v

A

[v := ] =

C

B B

A

C

B B

A C

C

Figure 5: An example of point substitution.

De�nition 5.2. A context-free pomset grammar, or CFPG, is a 4-tuple G = (N ; T ;R;S), where
N is a �nite, non-empty set of non-terminals, T is a �nite, non-empty set of terminals, S 2 N is
the start symbol, and R � N �Vz, where V denotes the union of N and T , is the set of production
rules.

The only di�erence between CFPGs and CFGs is that a production rule of a CFPG produces
pomsets and a production rule of a CFG produces strings. Since a string is just a tomset, CFPGs
are a true generalization of ordinary CFGs. A production rule (T;M) of a pomset grammar is often
written T !M .

For the purpose of parsing, CFPGs are augmented. An augmented grammar has the advantage
that there is a unique production rule with the start symbol as the left-hand side.

De�nition 5.3. If G = (N ; T ;R;S) is a pomset grammar, then the corresponding augmented pom-
set grammar G 0 = (N 0; T 0;R0;S0) is the pomset grammar (N [fS0g; T [ f#g;R[fS0 ! S#g;S0),
where # is a special endmarker.

Every CFPG generates a pomset language.

De�nition 5.4. For CFPG G = (N ; T ;R;S) the binary relation on Vz2 produces in one step,
denoted by =), is de�ned as follows. Let M0 = [V0;V;�0; �0] and M1 be pomsets in Vz.

M0 =) M1 , (9 v;M : v 2 V0 ^ �0:v! M 2 R : M1 =M0[v :=M ]):
The re
exive, transitive closure of =) is denoted by

�
=). The pomset language generated by a

pomset M0 in Vz, denoted L:M0, is de�ned as follows:
L:M0 = fM1 2 T z j M0

�
=)M1g.

The pomset language generated by grammar G, denoted L:G, is de�ned as the pomset language
generated by the start symbol S, i.e. L:G = L:S.

A sequence of steps resulting in some pomset M is called a derivation for M . In general, there are
many possible, not essentially di�erent derivations for a pomset. Such derivations can be depicted
in a so-called pomset derivation tree or pomset parse tree. Pomset derivation trees generalize
derivation trees known from string-language theory.

13



Example 5.5. Consider the CFPG Ge = (N e; T e;Re;Se) where N e = fSe; T; Ug, T e = fA;Bg,
and Re = fSe ! TU &T; T ! A;U ! Bg. The augmented SCFPG G0e generates the pomset
(AB&A)#. One of its derivations and its pomset parse tree are as follows. The steps in the
derivation are numbered for future reference. Note that the last three steps can be done in any
order, which yields six di�erent derivations for the same pomset.

S0e
=)

Se
#

=)

T U

#
T

=)

T B

T

#

=)

T B

A

#

=)

A B

#
A

(i)

(ii)

(iii)

(iv)

(v)

S0e

#Se

T

T

U

B

A

A

The next de�nition de�nes two types of derivations that are of particular interest in the context of
parsing.

De�nition 5.6. Let G = (N ; T ;R;S) be a CFPG. Consider a stepM0 =) M1 of some derivation.
Assume that M0 = [V0;V;�0; �0] and that M1 = M0[v :=M ], for some v 2 V0 and some M 2 Vz.
The derivation step is leftmost if and only if (8 v0 : v0 2 V0 ^ v0 < v : �0:v0 2 T ). It is rightmost

if and only if (8 v0 : v0 2 V0 ^ v < v0 : �0:v0 2 T ). A derivation is called leftmost (rightmost) if
and only if every step is leftmost (rightmost).

A derivation is leftmost (rightmost) if and only if in each step a point labeled with a non-terminal is
substituted such that all predecessors (successors) of this point are labeled with terminals. This is
the natural generalization of leftmost and rightmost derivations known from CFGs. The derivation
in Example 5.5 is a rightmost derivation. Leftmost and rightmost derivations are the basis for two
well-known parsing techniques called LL parsing and LR parsing respectively.

Since the production rules of CFPGs are allowed to have arbitrary pomsets as their right-hand
side, CFPGs are more general than is necessary to de�ne regular pomset languages. Furthermore,
there is no obvious way to adapt existing parsing algorithms for CFPGs. Therefore, the class of
CFPGs is restricted to the subclass of simple CFPGs, or SCFPGs, that is su�cient to describe
regular pomset languages. The right-hand side of a production rule of an SCFPG consists of
two concurrent strings. Since the right-hand side of a production rule of an ordinary context-free
grammar consists of a single string, it seems possible to adapt existing parsing algorithms.
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De�nition 5.7. A CFPG G = (N ; T ;R;S) is simple if and only if R � N � (V�&V�).

The next theorem shows that SCFPGs are powerful enough to generate the entire class of regular
pomset languages. The proof can be found in [2, page 72]. The proof is also of practical use because
it describes transformations from concurrent regular expressions to SCFPGs.

Theorem 5.8. The class of pomset languages generated by SCFPGs coincides with the class of
regular pomset languages.

5.2 An introduction to PLR parsing

In the area of compiler design, many parsing algorithms have been developed. Well-known algo-
rithms are those based on the LL- and LR-parsing techniques [1, 17]. Theoretically, LR parsers
are the most powerful and most general class of deterministic parsing algorithms. In practice,
LR parsers have one disadvantage. For large grammars, the amount of storage required for an
implementation is very large. A generalization of LR-parsing techniques to pomset languages will
probably su�er from the same problem. However, the concurrent regular expressions that are of
practical interest are not likely to yield large pomset grammars compared to the grammars used
to describe programming languages. Therefore, since LR parsing is the most powerful parsing
technique, it seems worthwhile investigating whether this technique can be generalized to pomset
languages.

LR parsing was �rst introduced by Knuth in 1965. The name is derived from the fact that LR
parsers scan the input from left to right and in doing so, try to reconstruct a rightmost derivation
in reversed order. This subsection gives an introduction to PLR parsing. The basic operation is
similar to the working of LR algorithms.

The �rst step is to de�ne a suitable format of the input to PLR-parsing algorithms. Essentially,
a pomset is a partial order plus a labeling function. A partial order can be represented by a set of
pairs, consisting of a point and its immediate predecessors. Therefore, a pomset can be represented
by a set of triples consisting of a point, its label, and its immediate predecessors. A list of such
triples can be read easily by PLR-parsing algorithms. However, two more conditions must be
satis�ed. First, it must be guaranteed that before reading a triple, the algorithm has already read
all the points in the set of predecessors. Second, the algorithm must be able to detect the end of
the input.

To ful�ll the �rst condition, the order in which the triples are read must be such that the total
ordering imposed on the set of points is a linearization of the pomset.

De�nition 5.9. Let (V;�) be a poset. The pair (V;�t) is a linearization of (V;�) if and only if,
for any u; v 2 V , u � v ) u �t v and �t is a total ordering of V . Let M = (V;�;�; �) be an lpo.
The lpo (V;�;�t; �) is a linearization of M if and only if (V;�t) is a linearization of (V;�). The
de�nition for pomsets is analogous to the one for lpos.

The second condition can be ful�lled by adding a special triple to the input. Let M be the pomset
to be recognized and let # be the special marker introduced earlier. The input to the algorithm
is a sequence representing the pomset M# that satis�es the �rst condition. The end of such a
sequence is marked by the special triple (XM ;#;#), where XM is the set containing all points in
VM without any successors and where #, labeled with #, is a new point not in VM .

15



Example 5.10. Assume we wish to determine whether the pomset AB&A belongs to the pomset
language generated by Ge (Example 5.5). The input to the recognition algorithm is the representa-
tion of the pomset (AB&A)#. The order in which this representation is read can be any of three
possibilities:

A a0

B b A a1

##

Possible inputs:

(;; A; a1)(;; A; a0)(fa0g; B; b)(fa1; bg;#;#)

(;; A; a0)(;; A; a1)(fa0g; B; b)(fa1; bg;#;#)

(;; A; a0)(fa0g; B; b)(;; A; a1)(fa1; bg;#;#)

In order to improve understanding of the PLR-parsing process, it is useful to make a comparison
with LR-parsing algorithms. LR-parsing algorithms are so-called bottom-up parsers. That is, an
LR-parsing algorithm tries to reconstruct a rightmost derivation in reversed order and, doing so,
it essentially builds a parse tree starting from the leaves and working its way up to the root. If
the algorithm succeeds, the input is recognized. Otherwise, the algorithm either could not make a
decision or recognized a syntax error.

A PLR algorithm is also a bottom-up parsers. It also tries to reconstruct a rightmost derivation.
During the process, a pomset parse tree is constructed starting from the leaves. Again, only if the
tree can be constructed all the way up to the root, is an input recognized successfully.

LR parsers are members of the family of Shift-Reduce parsers. Shift-Reduce parsers essentially
work as follows. A stack contains (terminal and non-terminal) symbols that have already been
parsed. Input symbols are read and shifted onto the stack until the right-hand side of some pro-
duction rule is matched. Then, the parser executes a reduce action. The symbols that match the
right-hand side are removed from the stack and the left-hand side of the production rule, which is
the parent node in the parse tree, is pushed on top of the stack so that it can be used for future
reduce actions. Every reduce action corresponds to a step in a rightmost derivation for the input.
If the input is read completely and the stack contains only the start symbol, then the input is
recognized successfully. This essentially describes the operation of any Shift-Reduce parser. The
details vary for every member of the Shift-Reduce family. The stack usually contains some encoding
of the symbols already parsed instead of the symbols themselves. Furthermore, every Shift-Reduce

parser has a di�erent way of determining what the next parse action should be.
PLR-parsing algorithms are also Shift-Reduce parsers. The following example illustrates the

PLR-parsing process.

Example 5.11. Consider again the grammar Ge. A PLR-parsing algorithm that gets the second
input string of the previous example reconstructs the derivation in Example 5.5 in reversed order
as depicted below. The process consists of nine steps, numbered (0) to (8). They should be read
from bottom to top. The state of the parsing process before and after every step is described by
the contents of the stack and the remainder of the input. The pictures in the middle represent the
stack contents. The sequences on the right are the remainder of the input. Every time an input
is read, it is shifted onto the stack. That is, it is added to the �gure in the middle. If the right-
hand side of a production rule is matched, a reduce action is executed. The matching symbols are
removed from the picture and replaced by a triple with the left-hand side of the production rule as its
second element. This non-terminal can be interpreted as an identi�er of a pomset whose immediate
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predecessors are de�ned by the �rst element of the triple and whose set of maximal points is the
third element. The latter speci�es the required predecessors for any possible succeeding pomset.
Replacing a set of matched triples by a new triple depicts a reduce action. Every reduce action
corresponds to a step in the derivation of Example 5.5. The corresponding number is added in the
leftmost column. If the whole �gure is compressed in the vertical direction, it strongly resembles
the pomset parse tree.

(8); (i)

(7)

(6); (ii)

(5); (iii)

(4)

(3); (iv)

(2)

(1); (v)

(0)

(;;S0e;#)

(;;Se; fa1; bg) (fa1; bg;#;#) "

(fa1; bg;#;#)(;;Se; fa1; bg)

(;; T; a0)

(;; T; a1)

(a0; U; b)
(fa1; bg;#;#)

(fa1; bg;#;#)
(a0; B; b)

(;; T; a1)

(;; T; a0)

(;; T; a0)

(;; T; a1)
(a0; B; b)(fa1; bg;#;#)

(a0; B; b)(fa1; bg;#;#)
(;; A; a1)

(;; T; a0)

(;; T; a0) (;; A; a1)(a0; B; b)(fa1; bg;#;#)

(;; A; a1)(a0; B; b)(fa1; bg;#;#)
(;; A; a0)

(;; A; a0)(;; A; a1)(a0; B; b)(fa1; bg;#;#)
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This concludes the introduction to PLR parsing. In [2, Sections 4.3 and 4.4], the process is for-
malized yielding a PLR(0) algorithm and a proposal for a PLR(1) algorithm. As in other parsing
formalisms, the numbers denote the number of lookahead symbols used to determine parsing ac-
tions. The practical use of these algorithms for the purpose of event abstraction is discussed brie
y
in the next section.

6 Conclusions and open problems

This paper discussed four basic aspects of event abstraction. First, a computational model was
de�ned that accurately describes the primitive level of a computation. The model includes primitive
events and their causal relationships. Vector time was introduced as a representation of causality.
Second, pomset language theory was proposed as a simple, powerful formalism to specify behavior
in terms of activity and causality. A condition was given that observed behavior must satisfy
to match a speci�cation in the pomset model. Third, the computational model was extended to
abstract events. Causality among abstract events was de�ned and its representation in vector time
was investigated. Finally, the recognition of abstract events was studied. The theory of PLR
parsing was introduced as a basis for recognition algorithms.

Some of the abovementioned aspects need further study. Since primitive behavior is accurately
described by a partial order, Section 3 proposes the pomset model as a useful formalism for spec-
ifying abstract behavior. However, the precedence relation on abstract events is not necessarily a
partial order. This means that the pomset model might not be meaningful for specifying multiple
levels of abstraction. A better integration of the computational model and the pomset model is
needed.

The discrepancy between the two models also means that PLR parsing cannot be used un-
changed to build multiple levels of abstraction. In addition, the PLR-parsing formalism needs to
be adapted to recognize subpomsets. Besides adapting PLR parsing to event abstraction, the for-
malism itself needs to be further developed. The PLR(0) algorithm given in [2, Section 4.3] only
recognizes a very limited class of pomset languages. The PLR(1) algorithm [2, Section 4.4] is only
a proposal. A formal correctness proof is needed and the class of languages recognized by this
algorithm needs to be studied. Other PLR-parsing algorithms might be needed.

Summarizing, although considerable progress is made in each of the four aspects of event ab-
straction, the integration of the computational model and the pomset model needs further study,
as does the theory of PLR parsing and its application to event abstraction.
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